Assessment of TSPAR Matching (SN's and NSN's)
Summary
The 2003 extract of SDR enrolments contains 519,490 enrolments, or students enrolled with providers
. Some of these enrolments relate to the same student enrolled in more than one provider.
National student number (nsn) was introduced in 2003 as a unique student identifier. There were 475,198 unique nsn's associated with the 519,490 enrolments in the 2003 data. 
In 2003, TSPAR developed a methodology for matching unit record enrolments across providers and across years. This matching allocates a unique student number (sn) to each enrolment record from 1994-2003.The TSPAR matching programme allocated 487,306 unique student numbers (sn's) to the 519,490 enrolments in 2003.

If the TSPAR matching routine was 100% accurate and nsn was 100% accurate, then the number of sn's and nsn's should be the same.

In reality, the matching routine will match some that it shouldn't (false positives), and not match others that it should (false negatives). Similarly, there may be some nsn's assigned to more than one student (false positives), or one student with more than one nsn (false negatives).

The aim of this assessment exercise was to estimate the size of these errors and hence provide a true independent indication on the quality of primarily the matching routines (which creates and assigns sn), but also on the quality of nsn (in this its first year of implementation).

The exercise aims only to assess one of the matching routines, that is the one which matches students across different providers within a single year. This is all that is possible with nsn currently only available in 2003 data. However, it is expected that any estimate of error rate for this routine is likely to be an upper bound for error rates for the other routines, as these other routines have the use of provider number and provider student id with which to supplement their match.
The study found that the matching programme had an error rate of 3.7%. That is, for every 1,000 pairs of records being compared, 37 pairs would be incorrectly matched or not-matched.

The programme was more likely not to match two records that were the same student, than to mis-match two records. The false positive error rate was 0.3% and the rate of false negative matching was 3.4%. That is, for every 1,000 pairs of enrolment records compared by the matching programme, 3 pairs would be incorrectly determined to be the same student, and 34 pairs would incorrectly not be determined to be the same student.
The study found that there was a possible error rate of 1.1% with the nsn. The false positive error rate was 0.3% and the rate of false negative matching was 0.8%.That is, 3 out of 1,000 pairs of students were likely to have the same nsn as another student, while 8 out of 1,000 pairs of students were likely to have more than one nsn.
Table 1: sn and nsn error rates in 2003
	
	Correct
	Incorrect

	sn
	96.4%
	3.7%

	nsn
	98.9%
	1.1%


Method

In this exercise, the sn allocated to each student in a provider, was compared to the nsn allocated to that same student.  All other students with that sn value were compared with all other students with that nsn value. Four cases resulted from this comparison:

1. That student had no matches to other records in 2003 based on their sn or their nsn.
2. That student had matches to other records in 2003, based on their sn, but no matches to other records based on their nsn.

3. That student had matches to other records in 2003, based on their nsn, but no matches to other records based on their sn.

4. That student had matches to other records in 2003, based on their nsn and their sn.

Case 1 represents a one-one correspondence between sn and nsn. The matching routine has determined that this student exists in one provider only. Similarly, this student's nsn does not occur in any other provider. These records aren't investigated further.

For cases 2 to 4, pairs of records having the same sn, or nsn were compared using four variables; name, date of birth, gender and secondary school. Name relates to the first four characters of the student's surname plus the initial of their first name.
There are 16 combination of matches based on these four fields, from all four being the same, to all four being different. Each of these 16 combinations, for each of the three cases was assessed, and as a result, one of four error types allocated;

1. same sn given to two different students (sn false positive)

2. a different sn given to the same student in another provider (sn false negative)

3. same nsn given to two different students (nsn false positive)

4. a different nsn given to the same student in another provider (nsn false negative)

Results

Between 6 and 8 percent of students enrol in more than one provider during a year. The following table compares how many providers a student is enrolled in – based on their sn, and then based on their nsn.
Table 2: Comparing multiple enrolments in 2003 using sn and nsn
	enrolments per sn
	students
	percent
	enrolments per nsn
	students
	percent

	1
	458,185
	94.0%
	1
	434,210
	91.4%

	2
	26,423
	5.4%
	2
	37,928
	8.0%

	3
	2,400
	0.5%
	3
	2,834
	0.6%

	4
	244
	0.1%
	4
	209
	0.0%

	5
	45
	0.0%
	5
	17
	0.0%

	6
	6
	0.0%
	6
	0
	0.0%

	7
	3
	0.0%
	7
	0
	0.0%

	 
	487,306
	100.0%
	 
	475,198
	100.0%


The matching routine assigns proportionately more students to a single provider. 6.0% of students (based on sn) are in more than one provider, compared with 8.6% of students, based on their nsn. Given that nsn is more likely to be more correct than the matching routine, the larger sn count provides early indication of an under-matching in the matching routine. Table 3 below investigates this further.
In the perfect world there would be a one-one correspondence between sn's and nsn's. The following tables show's the actual correspondence for 2003 data.

Table 3: Correspondence between sn's and nsn's in 2003
	nsn's per sn
	students
	percent
	sn's per nsn
	students
	percent

	1
	481,237
	98.8%
	1
	457,286
	96.2%

	2
	5,659
	1.2%
	2
	17,160
	3.6%

	3
	325
	0.1%
	3
	715
	0.2%

	4
	58
	0.0%
	4
	36
	0.0%

	5
	24
	0.0%
	5
	1
	0.0%

	6
	3
	0.0%
	6
	0
	0.0%

	7
	0
	0.0%
	7
	0
	0.0%

	total sn's
	487,306
	100.0%
	total nsn's
	475,198
	100.0%


The table shows at least 96% one to one correspondence. However, some 18,000 (or 3.8% of) students, as based on nsn, have more than one sn, and just over 6,000 (or 1.2% of) students, as based on their sn, have more than one nsn.

Those enrolments which did not have a one-one correspondence between sn and nsn were grouped into three case groups and investigated further, by comparing name, date of birth, gender and secondary school for pairs of students with the same sn or nsn. There were 16 combinations of matching these four fields. Each resulting comparison was assessed and the following error types were assigned to each of the 16 combinations for each of the three case groups.

Table 4: Assessment for non-corresponding sn's and nsn's
	Case 1 –enrolments with more than one sn per nsn 

	 
	Comparison
	Number
	Percent
	Assessment

	1
	all four same
	32,371
	92.0%
	nsn likely correct – sn did not match these records

	2
	school only different
	2,119
	6.0%
	As above

	3
	gender only different
	197
	0.6%
	As above

	4
	names only different
	364
	1.0%
	As above

	5
	dob only different
	28
	0.1%
	As above

	6
	name & dob different
	3
	0.0%
	2 name typos nsn ok - 1 possible nsn error

	7
	name & gender different
	1
	0.0%
	name typo – nsn correct – sn non-match

	8
	name & school different
	62
	0.2%
	mixture or name typos and possible nsn errors

	9
	dob & gender different
	2
	0.0%
	sn non-match

	10
	dob & school different
	6
	0.0%
	sn non-match 

	11
	gender & school different
	9
	0.0%
	7 sn non-match: 2 with completely different names could be nsn errors

	12
	name, dob, gender diff
	1
	0.0%
	Possible case of student with more than one nsn

	13
	name, dob, school diff
	4
	0.0%
	As above

	14
	dob, gender, school diff
	0
	0.0%
	As above

	15
	name, gender, school diff
	0
	0.0%
	As above

	16
	all 4 different
	0
	0.0%
	As above

	 
	Total cases
	35,167
	100.0%
	 

	Case 2 - enrolments with more than one nsn per sn
	 

	1
	all four same
	6,190
	55.3%
	Possible twins? - many with only initial different

	2
	school only different
	9
	0.1%
	Treat as possible mismatches by matching routine

	3
	gender only different
	27
	0.2%
	As above

	4
	names only different
	1,654
	14.8%
	As above

	5
	dob only different
	422
	3.8%
	As above

	6
	name & dob different
	2,725
	24.3%
	Possible cases where the same nsn has been 

	7
	name  & gender different
	27
	0.2%
	Allocated to two different students.

	8
	name & school different
	59
	0.5%
	As above

	9
	dob & gender different
	2
	0.0%
	As above

	10
	dob & school different
	6
	0.1%
	As above

	11
	gender & school different
	0
	0.0%
	As above

	12
	name, dob, gender diff
	15
	0.1%
	As above

	13
	name, dob, school diff
	54
	0.5%
	As above

	14
	dob, gender, school diff
	0
	0.0%
	As above

	15
	name, gender, school diff
	0
	0.0%
	As above

	16
	all 4 different
	3
	0.0%
	As above

	 
	Total cases
	11,193
	 
	 

	Case 3 - enrolments with more than sn and more than one nsn

	1
	all four same
	2,796
	74.2%
	Nsn correct – sn mismatch

	2
	school only different
	26
	0.7%
	As above

	3
	gender only different
	6
	0.2%
	As above

	4
	names only different
	334
	8.9%
	157 different 1st char possible twins and sn mismatch–rest a mixture of possible sn and nsn errors 

	5
	dob only different
	72
	1.9%
	20 less than 10 days different in dob

	6
	name & dob different
	501
	13.3%
	111 less than 10 days and minor name diffs

	7
	name  & gender different
	4
	0.1%
	Possible cases where the same nsn has been 

	8
	name & school different
	12
	0.3%
	Allocated to two different students.

	9
	dob & gender different
	0
	0.0%
	As above

	10
	dob & school different
	2
	0.1%
	As above

	11
	gender & school different
	0
	0.0%
	As above

	12
	name, dob, gender diff
	4
	0.1%
	As above

	13
	name, dob, school diff
	11
	0.3%
	As above

	14
	dob, gender, school diff
	0
	0.0%
	As above

	15
	name, gender, school diff
	0
	0.0%
	As above

	16
	all 4 different
	0
	0.0%
	As above

	 
	 Total cases
	3,768
	100.0%
	


The assessment revealed the majority of cases to be likely non-matching errors by the matching program, ie cases of false negatives. This would result in extra sn's being allocated, consistent with the higher count shown in table one.
There were also cases of mis-matching (or false positives). In particular, the assessment provided first indications of the extent to which the routine was allocating twins with the same sn. [A well-known matching issue -but previously unable to be quantified]. Table 3 above indicates 8,300 false positives which may be the result of falsely matching twins to the same number. In the extreme case, where all false positives are considered twins, this would suggest that at most that the matching routine has incorrectly not been able to distinguish some 4,150 twins.
The table also provided some estimates of possible nsn errors, both where a student has more than one nsn, or more than one student has the same nsn. These should be treated as indicative only, as it is not possible to verify for certain whether two records represent the same student or not. The results are summarised as follows:
Table 5: Summary of sn and nsn correspondence
	more than one student with same sn
	more than one student with same nsn
	sn matched or didn't match correctly
	nsn matched or didn't match correctly
	count
	percent

	no
	no
	yes
	yes
	423,018
	81.4%

	yes
	yes
	yes
	yes
	46,344
	8.9%

	yes
	no
	no
	yes
	2,891
	0.6%

	yes
	yes
	no
	yes
	475
	0.1%

	yes
	no
	yes
	no
	8,302
	1.6%

	yes
	yes
	yes
	no
	3,293
	0.6%

	no
	yes
	no
	yes
	35,160
	6.8%

	no
	yes
	yes
	no
	7
	0.0%

	 
	 
	 
	 
	519,490
	100.0%


Match quality is often assessed in terms of true, false, negative, positive, where:
· true negative means correctly not matched

· true positive means correctly matched

· false positive means incorrectly matched

· false negative means incorrectly not matched

In these terms table 5 can be summarised as

Table 6: Total 
	sn
	Number of enrolments
	
	Percent of enrolments

	
	Positive
	Negative
	Total
	
	Positive
	Negative
	Total

	True
	57,939
	423,025
	480,964
	True
	11.2%
	81.4%
	92.6%

	False
	3,366
	35,160
	38,526
	False
	0.6%
	6.8%
	7.4%

	Total
	61,305
	458,185
	519,490
	Total
	11.8%
	88.2%
	100.0%

	nsn
	Number of enrolments
	
	Percent of enrolments

	
	Positive
	Negative
	Total
	
	Positive
	Negative
	Total

	True
	81,979
	425,909
	507,888
	True
	15.8%
	82.0%
	97.8%

	False
	3,300
	8,302
	11,602
	False
	0.6%
	1.6%
	2.2%

	Total
	85,279
	434,211
	519,490
	Total
	16.4%
	83.6%
	100.0%


Determining an error rate

In the matching routine every single enrolment is compared with every other enrolment record to determine if they are they same or not the same. After record a is compared with b, record b does not need to be compared with record a again so with 519,490 records there is a total of (519,489+519,488+…+2+1) = 134,934,670,305 comparisons. Technically, the rate of error in matching is the sum of the false positive and false negatives divided by the total number of comparisons. This is 
(3,336+35,160)/ 134,934,670,305 = 0.000071%.
However, as the vast majority of these millions of comparisons are easily determined not to be the same student, a more useful measure of error is needed. Another way to measure error is to ask what percentage of enrolments end up with an incorrect student number.
Under this measure, from table 5, there are 3,366 false positives. Half of these, or 1,683, have therefore been allocated an incorrect sn. There are a further 35,160 false negatives, with half of these, or 17,580, therefore also allocated with an incorrect sn. The remaining true negative and true positive matches all have a correct sn. Therefore, under this measure the error rate would be:
(1,683+17,580)/519,490 = 0.037 or 3.7%

Similarly, if nsn is assessed on this basis, there are 3,300 possible false positives (different students with the same nsn). Half of these, or 1,650, should have a different nsn. A further possible 8,302 enrolments are false negatives (ie student has more than one nsn). Half of these (or 4,151) should have their duplicate nsn's replaced. In total therefore, under this measure the nsn error rate would be:

(4,151+1,650)/519,490 = 0.011or 1.1%
� This extract is based on the DMA esdr extract of Type D only students and qualification enrolments from the December 2003 SDR





