2.  DESIGN AND MEASURES

The Design

A design was needed that would show the effects of two separate interventions, one conducted in the last six months of early childhood education and the other focused on the first six months in primary school. The design needed to be able to show the effects of these interventions singly and together compared with no intervention, and ultimately on children’s literacy achievement at 6 years. Because schools vary on known and unknown attributes a robust design could use schools themselves as their own comparison group, the logic employed for within-subjects designs (Barlow & Hersen, 1984). 

A quasi-experimental design was developed in which there were planned comparisons within schools and replications across groups of schools. The design chosen has features of the planned comparisons adopted by Slavin and Madden (2001). In the study reported here, the planned comparisons are with groups of children attending the same school and in most cases being taught in the same classrooms. The comparisons are made within a mixed cross-sectional and longitudinal design (Schaie, 1973) which provided time-period comparisons (Huttenlocher, Levine & Vevea, 1998). The presence of different age and experience groups, for example, children with the primary intervention and without, has provided nested comparisons within the design (Shanahan & Elder, 1997).
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This design was repeated with three different groups of schools and early childhood centres (Phase 1, Phase 2 and Phase 3).

Planned comparisons

The design is illustrated in Figure 2. The cross-sectional component provided a baseline for the schools. Comparison group samples from classrooms across schools were established at each of three school age levels, at 5,0 years at 5,6 years and at 6,0 years, and at 4,6 years for the early childhood group. 

The Primary intervention

The primary intervention was focused on the very early literacy behaviours and the youngest children as they entered at 5,0 years in each primary classroom. The children sampled at 5,0 years were part of that New Entrant Intervention group (see sampling procedures below). These children were followed up at 5,6 years after their teachers had been in the professional development intervention over the 6 months. At that point they could be compared with the baseline Non Intervention group at 5,6 years from the same schools (assessed 6 months earlier). The New Entrant Intervention group was then re-assessed at 6,0 years providing measures over three time points. At this last time point (Time 3 for the New Entrant Intervention group) there were two major comparisons possible. One was with the Baseline group at 6,0 years from 12 months earlier. This comparison shows the levels of achievement for the New Entrant Intervention group 6 months after the professional development had been completed compared with levels that had previously been achieved by a group of 6,0 year olds in the same school before the study started. 

The second comparison was with the Non Intervention group at 5,6 years who were re-assessed at 6,0 years also. These children were in the same classrooms at the same time as the New Entrant Intervention group but were not the focus of the intervention as carried out by the teachers from their professional development. They are called the Non Intervention group in Figure 2. 

The comparison between the New Entrant Intervention group and the Non Intervention group is particularly powerful in this design as the two groups of children were in the same classrooms with same teachers over the same six month period of time. The only difference between them was whether they were the focus of the intervention. This is essentially a matched control group from a common instructional environment. The Non Intervention group provided further information. If levels for this group at 6,0 years were consistent with the levels for the Baseline group at 6,0 years then the replication of these levels without intervention would add confidence to all the comparisons with the Baseline group at 6,0 years.

The Early Childhood intervention

The early childhood intervention was designed to increase levels of conventional literacy and language over the six months prior to entry to school. The children sampled at 4,6 years were the Early Childhood Intervention group (see sampling procedures below). These children were followed up at 5,0 years after their teachers had been in the professional development intervention over the six months. At that point they could be compared with the 5,0 year old New Entrant Intervention group who entered the schools 6 months earlier. The comparison was with those members of the 5,0 year old New Entrant Intervention group who had had some previous unspecified early childhood experience, mainly from the same early childhood centres but before the professional development.  This comparison also employs the within subjects logic and establishes the effects of the early childhood intervention. 

The Combined Interventions

The children who were in the Early Childhood Intervention group who entered the classroom of teachers who had received the professional development, became a group that was the focus of the two interventions. Comparisons at 5,6 years and again at 6,0 years at Times 3 and 4 enabled these children to be compared with the New Entrant Intervention group to establish whether the combined interventions produced effects in addition to the single primary intervention. Again, comparisons used within-subjects logic, by comparing children most of whom had been or were in the same classrooms with the same teachers at 5,6 years and at 6,0 years. (Some ex post facto comparisons between children who received two interventions and who received one intervention became possible because some children did not go to the school their early childhood centre was ‘associated’ with, but went into a similar school whose teachers had not received the professional development. These comparisons are described in chapter 6). 
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Replications

Each of these planned comparisons was replicated in a second sample of early childhood settings and schools  (Phase 2) and yet again in a third sample (Phase 3). There were six months between each phase as shown in Figure 3. The presence of these planned replications strengthens the design further. Replication of the effects obtained in one phase and in a second phase and in a third phase would add confidence to the demonstration.

Other research into educational enhancement with schools serving poor and diverse communities also have deliberately adopted alternatives to randomised experimental and control group designs because of ethical concerns for some schools and early childhood settings being excluded (Pogrow, 1998; Taylor, Peterson, Pearson, Jaynes, Knezek, Bender & Sarroub, 2001). 

Measures

Pogrow (1998) has argued that exemplary programmes are identifiable by producing multiple outcomes. For this reason and those identified in chapter 1, a range of measures was needed to determine the effectiveness of the literacy interventions. In this study measures across different levels of written and oral language were used. Tests of letter, word and text level knowledge were employed and these sampled multiple aspects at each level. Where appropriate all tests were common across age levels. 

Literacy measures

Measures of literacy knowledge and of progress in reading and writing were selected which are widely used and reflect emergent literacy in New Zealand settings and literacy instruction in New Zealand schools. A further consideration in our choice of measure derives from the studies reported in chapter 1 that show the need for assessments of both item knowledge and of continuous text reading and writing. Clay’s (1993a) Observation Survey provided four tests that were used at all age groups and measured growth at all levels of the language hierarchy – letters, words and text level. Each of the tests has high reliability and validity. The Concepts About Print test (CAP) gives measures of children’s knowledge of different aspects of written texts such as the early strategies – directionality and one to one correspondence, and some language concepts such as back, front, letter and word. It has 24 graded items, the most difficult of which requires children to identify changes in word and letter order in sentences. The Letter Identification test (LID) measures a child’s ability to identify a letter by any means - by letter names, letter sounds or a word with the appropriate first letter sound. This test includes 54 letters, both upper case and lower case letters and some alternative letterforms. The Hearing and Recording Sounds in Words test (H&RS) samples children’s phonological knowledge and the ability to record letters for the sounds heard. It uses a dictation procedure in which the tester reads out a sentence to be written and the child is encouraged to write what he or she can hear in the words. An accurate response is worth one mark per sound (phoneme), with a total score of 37. The Writing Vocabulary test (WRVOC) was included. This test measures writing vocabulary by recording the number of words able to be written by the child in ten minutes. Each correctly spelled word scores one point.

In addition, two word recognition tests, the Clay word test and the Burt word reading test were used to ascertain literacy achievement in schools, but not before school. The Clay word recognition test (WORD) is based on a sampling of high-frequency words children encountered in the original ‘Ready to Read’ classroom series introduced in the 1960s, now superseded by a second generation of these readers. There is some overlap in the core words but there are also new words that are now encountered as high-frequency words that are not in that test (Duncan & McNaughton, 2001). The Burt reading test (BURT - Gilmore, Croft, & Reid, 1981) was used to provide an assessment of generalised word recognition, with words not limited to the core reading texts. The Burt has been normed for New Zealand children and its standardised feature becomes relevant at the age of six, which is a critical point in this study.

Language measures

Because of the need to sample widely and because of the language characteristics of the children, measures of expressive and receptive language skills were also employed. Again, assessments were selected which are used and where possible reflect language expertise valued in New Zealand schools. These measures become very important in the context of the reciprocal relationships between literacy and language measures reviewed in the introduction and the potential significance of these characteristics for achievement. These language measures were not used at 6 years of age. 

The Tell Me language assessment procedure (RETELL) comes from the New Zealand School Entry Assessment battery (Learning Media, 1998). It provides a measure of several aspects of children’s language. Children participate in listening to the tester read an unfamiliar story and then they retell it to an audience using the book. A total score of 18 is reported based on sub-scores for comprehension, sentence complexity, vocabulary, organisation (story coherence), expression, and content (main points covered). The Tell Me assessment has been shown to have high reliability and validity (MacDonald & McNaughton, 1999). The Peabody Picture Vocabulary test (PPVT –Dunn & Dunn, 1997) was used to assess receptive language. Although not normed for New Zealand it was chosen because of its widespread usage in similar studies (e.g., Dickinson & Tabors, 2001).

Text levels

Progress through a gradient of difficulty based on the core series of instructional books used in New Zealand classes was provided by a measure of text levels (TEXT). These texts have been written with vocabulary, sentence structures, stories and images that are representative of the life and language of children in New Zealand. They are levelled through a process of field testing by practitioners, and guidelines for writers, yielding a graded sequence which is colour coded and to which practitioners, educators and researchers have assigned ascending numbers and equivalent reading ages (see below). Specific levels have been published in the national Reading Recovery booklist (Reading Recovery, 1993). The level assigned to a child is determined by a titration procedure in which the child reads successively more difficult familiar texts until accuracy drops below 90% words correct. The consecutive level preceding the drop below 90% words correct becomes the instructional level. 

Testing

The tests were carried out at the children’s early childhood centres at 4,6 years and at school when the children were 5,0 years and 5,6 years and 6,0 years. At 4,6 years, 5,0 years and 5,6 years the tests were given by observers trained to use the standard procedures. All researchers took part in a training day that covered the correct procedures for carrying out the tests. This included opportunities for practising with each of the tests. In addition, researchers were monitored while testing in schools and early childhood centres to check their procedures. Informal refresher courses for testing procedures also took place throughout the period of data collection. At 6,0 years the data were collected by school personnel as part of their typical practice of carrying out the Observation Survey at the end of the first year of instruction (Clay, 1993a). The Observation Survey includes and assesses text levels by taking running records of progressively more difficult texts in order to find the highest level a child can read at 90% accuracy. School personnel are also trained to use the survey through pre-service and in-service education. Other studies of progress with which this study is compared have also used text levels and there is no evidence of systematic bias in these studies. School personnel typically do not use PPVT and RETELL at this time and these measures were not collected.

Predictive validity

These measures were chosen as valid for the context of New Zealand literacy instruction.  Apart from the two language measures they are in widespread use in New Zealand schools at the end of the first year of instruction.  The current research had a specific focus on progress and achievement to six years, and the measures are suitable for that purpose.  However, it is also the case that some of these measures are known to have longer-term associations with achievement in school reading, as shown in larger scale longitudinal studies. 

At 5,0 years, LID has been found to be significantly correlated with reading comprehension at 8 years (r = .57 Tunmer, et al. 1998), as was a composite of LID, CAP and name writing (r = .41; Wylie, Thompson & Lythe,1999).  

Relationships between measures used at 6,0 years and achievement at 8,0 years are even higher.  Correlations between CAP and word recognition (r = .70), and between LID and word knowledge (r = .83) were reported by Clay (1993). In two other studies, BURT scores at 6 years were significantly related to reading comprehension at 8 years (r = .70, Tunmer et al., 1998; r = .78 Wylie et al., 1999).  TEXT level has high significant correlations with both reading comprehension (r = .66, Tunmer et al 1998) and word knowledge (r = .83, Clay, 1993a). A composite of name writing, LID and CAP used by Wylie et al. (1999) at 6 years also was significantly correlated with both reading comprehension (r = .65) and expressive writing (r = .50) at 8 years.

Of the two language measures, long-term associations are only known for PPVT.  These range from a correlation of r = .59 between scores at 5,0 years and reading comprehension at 8,0 years (Tunmer et al., 1998), and r = .64 between scores at 6,0 years and reading comprehension at 8,0 years.  RETELL was designed as a school entry assessment, its relationships with literacy measures at 6,0 years and at 8,0 years are not known at this time.

Process measures

A number of process measures are reported in the following chapters. These describe various aspects of the professional development in early childhood educational centres and in primary schools. The measures include descriptions of teachers’ ideas about instruction and about literacy. They also include observations of literacy activities in classrooms. In some cases teachers provided the observations themselves and in other cases trained observers were involved. The nature of these measures is described in the relevant chapter.

Reliability

In the study reported here, reliability of teacher scores was assessed by a researcher on 10 % of the measures. Pearson product-moment correlations between measures were CAP, r = 67; WORD, r = .81; BURT, r = .95; WRVOC, r = .86; H&RS, r = .88; LID, r = .97; TEXT, r = .75. Each of these was significant at p < .001. Although trained researchers also collected data at 6,0 years to assess reliability, for consistency all data reported at 6,0 years is based on the teacher assessments.

The Analysis of Data

The aims of the study included the need to assess the levels of conventional (school) literacy knowledge and English language skills children started with on entry to school, relative to general levels. The aims also required us to describe patterns of progress over the first year, relative to typical rates of progress. 

Comparable levels of knowledge for the general population of children on entry to school can be estimated. There are literacy and language assessments available for new entrants in the School Entry Assessment battery (Learning Media, 1998), which uses CAP and the purpose-built story retelling activity (RETELL). About 10% of all five-year-old (new entrant) students were assessed in 1997 - 1998 and their results are available for comparison purposes. This 10% sample represents a very close approximation to the national characteristics of five-year-olds in terms of geography, type of school, gender, ethnicity and language use (Gilmore, 1998). In addition, comparative new entrant data are available in summaries of research studies of New Zealand children (McNaughton, 1999) and recent longitudinal studies by Tunmer, et al., (1998) and Wylie and Thompson (1998). 

Expectations about subsequent progress were obtained from established indices for achievement in reading and writing in New Zealand schools. The major source of that information is Clay’s (1993a) Observation Survey, used nationally to assess children at 6,0 years. It provides standardised levels of progress and is used by schools for identification of children at risk and for diagnostic purposes. Stanine values (normalised standard scores distributed into a 9 point scale) are available for the tests of word recognition (WORD), letter identification (LID), concepts about print (CAP), writing vocabulary (WRVOC) and hearing and recording sounds in words (H&RS). In keeping with recommendations in Clay’s manual, stanines based on a group of 282 urban children aged 6,0 years – 7,3 years in 1978 were used in the present study. 

The middle stanine values of 4, 5 and 6 represent the range from -.75 SD to + .75 SD, and are used in the comparisons here to establish an expected range of progress. The obtained frequency of scores in the present samples of children who are below, or at and above the 4th stanine are compared with the expected numbers based on the normalised distribution in these stanines. In a normal distribution 23% would be expected to be in stanines 1 to 3 and 77% at or above stanine 4. 

Further sources for comparisons of progress come from a summary of research studies of text levels (McNaughton, et al., 2000), a summary of studies of literacy knowledge over the transition to school (McNaughton, 1999), and two recent longitudinal studies of progress over the first year of instruction (Tunmer, et al., 1998; Wylie & Thompson, 1998). The first summary describes curriculum guidelines and text level data of six-year-olds in five large-scale samples involving about 2,500 children over 30 years. The text levels are based on a core series of instructional texts used in New Zealand schools (‘Ready to Read’, Learning Media, 1996). The texts are colour coded into levels that are associated with broad bands for progress for time at school. The bands in particular beyond the orange level (level 15) do not form an equal interval scale. However, there are equivalent age expectations. The patterns from available studies of usage (as well as the agreed curriculum expectations for progress through book levels) have been used to generate a distribution with stanine 4 at level 9. Expected levels of progress are established again by reference to being at or above stanine 4, and comparisons between the present sample and expected numbers within stanines 1 to 3 and at or above stanine 4 are made.

An approximation to the 23% cut-off at stanine 4 is available for the BURT also. The lowest equivalent age band is 5.10 to 6.04 based on the age of children scoring one standard error of measurement above and below the mean score. Children scoring 20 are assigned this age band and would include the majority of 6-year-olds (Gilmore, et al., 1981).

To establish the educational significance of differences in the distributions, risk ratios were calculated (Scott, Mason & Chapman, 1999). A risk ratio represents the relative increase or decrease in the probability of a given outcome when one rather than another condition obtains. In this case the given outcome is expected progress in a range of literacy measures as determined by the stanines available from the Observation Survey, or by expectations for text levels set by national practice (McNaughton, et al., 2000) or by the expected 6-year-old level for the BURT. The outcome was set at being at or above the stanine level of 4 for LID, H&RS, CAP, and WORD. 77% of the distribution would be expected to be at or above stanine 4. 

The condition is attending decile 1 schools and the referent group is attending any school. The probability of a literacy outcome at or above the normally expected middle stanine range is 0.77. The probability of a given outcome in the decile 1 schools is calculated first by summing the total number of children at or above stanine 4 divided by the total number of 6-year-old children in the study. The expected probability of 0.77 is then divided by the obtained probability.

The resulting ratio provided an estimate of the risk associated with literacy instruction in the decile 1 schools. A ratio of 1 indicates no risk, a ratio greater than 1 indicates increased risk and a ratio lower than 1 indicates reduced risk compared with the referent group. Our use of the ratio here is to indicate the degree to which progress in any particular area of reading or writing is ‘at risk’ in the decile 1 schools compared with attending any school, and hence where literacy instruction might be focussed or where literacy interventions have been successful.

Educational Significance of the Interventions

We have taken the admonitions of Pogrow (1998) seriously. He argued that an exemplary program would be one that increases learning to a ‘surprising extent with a great deal of consistency’(p.22). What is surprising is achieving or exceeding some typical standard which for Pogrow should be growth relative to some national measures of expected gain. This fits neatly with the aims of the programme reported here, to achieve the levels that would be expected of children nationally in New Zealand. The issue of consistency is one of robustness. The issue is to show that an intervention will work powerfully in the vast majority of cases across a variety of measures.

Consistent with Pogrow’s arguments, our evaluations of the effectiveness of the interventions proceeded in four steps. The first was to compare means and distributions for children in the cohort groups and children in the target groups using standard statistical procedures. t-tests were used for these comparisons. t-tests show the degree to which any obtained difference between the means is better than a chance difference at a given level of probability (in our case we set the levels at p < 0.5 and used directional one-tailed tests where there were hypotheses about effects), and the degree to which we could have confidence in there being a real difference.

A second step was to check that any obtained difference was replicable across phases. Replication is the litmus test for psychological/educational research findings. The three phases enabled us to check this level of consistency. 

Comparisons between means, and the replicability across phases enable us to judge the degree to which the results obtained were robust. Neither the standard judgements of statistical significance, nor the replications across phases, enable us to fully judge educational significance. 

Two ways of determining the educational significance of the interventions were used. One was based on an assessment of effect size. Hattie (1999) has provided an empirical benchmark for effect sizes.
  From over 337 meta-analyses he argues that the average effect size for typical educational innovations is 0.40 and this provides a standard for educational innovation. It is the coupling of statistical tests with assessments of effect sizes that is needed in decision-oriented research providing the basis for what Levin & Robinson (2000) call ‘conclusion coherence’. That is, knowing both the robustness and the size of the effect provides a basis for a conclusion that brings two criteria together.
The second means of judging educational significance used the idea of ‘risk’ outlined earlier. An analysis of risk could tell us the degree to which the risk associated with going to a decile 1 school was increasing or decreasing. The closer it approached a ratio of 1.0 the more the distribution could be said to conform to national expectations. 




















































� ‘An effect size is a measure of the direction and strength of the relationship between some factor and an outcome…..An effect size of 1.0 indicates an increase of one standard deviation, typically associated with advancing children’s achievement by one year, improving the rate of learning by 50%, or a correlation of approximately 0.50 . . (it) .. would be regarded as large, blatantly obvious (and) grossly perceptible.’ (Hattie, 1999).
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