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1
Summary
Purpose of Report

This report provides supporting technical documentation to the study behind the report Retention, Completion and Progression in Tertiary Education 2003 published by the Ministry of Education in March 2004.

The key areas covered in this report are:

· Scope, coverage and data sources 

· Concepts and definitions

· Methodology, and

· Quality.

The report also outlines possible future work and includes references to relevant documents.

Scope, Coverage and Sources

The scope of the study included measurement of three concepts; retention, completion and progression in tertiary education in New Zealand. That is, the percentage of students starting a qualification who successfully complete it, what percentage leave study without completing it, and how many progress to further study after completing a qualification.

The study does not cover the entire tertiary education sector. Only providers who were eligible for EFTS-based tuition subsidies, or which had courses approved for student loans and allowances have been included. This includes all public providers (TEIs) and around 75-80 percent of all students studying formal programmes in private providers. 

The study was based on a dataset derived from matching unit record tertiary enrolment records with completion records over the period 1994 to 2002. The Ministry of Education’s Single Data Return survey
 provided both source enrolment and completions data. 

Concepts and Definitions

The study analysed three important concepts, retention, completion and progression. The concept of attrition is also indirectly measured, as it is defined in the study as the complement of retention.

Retention is concerned with how long students persist in their studies. The opposite of this is attrition or dropout; how many students leave study without completing. The concept of progression is confined in the study to progression within tertiary education. It looks at what students do once they have completed a qualification.

All concepts and definitions were developed after an extensive review of international and New Zealand practice undertaken between November 2002 and January 2003.

This review found that while there was wide common understanding of concepts across countries, there was little consistency in definitions used. The measures adopted for retention and completion for this study were largely based on US definitions. However, the definition of progression is new.

Methodology

The matching methodology consisted of three main stages.

In the first two stage stages of matching, each enrolment record was compared to every other enrolment record for the years 1994 to 2002. If the matching routine determined they were the same person, then they were given the same student number. 

The first stage involved two types of exact matching using up to 14 fields on the two enrolment records being compared. Each field comparison was given a score depending on whether they matched or didn’t, and on pre-determined weights for each field. If the total score of these 14 comparisons was greater than 1 then the two records were considered to match. This stage was known as ‘join the dots’.

In the second stage of matching, the results of each pairwise comparison were compared with other pairs. For example, where record a matches to record b, and record a matches to record c, but record b does not match to record c, a routine looking at the strength or weakness of the existing matched pairs determined whether to match b to c, or to unmatch a or b from c. This stage was known as ‘the weakest link’.

In the third stage of matching, enrolments were compared with all completion records, and where matched, the relevant student number assigned from stage one and two was allocated.

Quality

In the absence of reliable benchmarks or exemplars upon which to test the matching, it was not possible to determine a quantitative estimate of the quality of the matching exercise. Instead, a range of methods was employed to assess and improve the quality of this study, in particular the matching exercise. These methods focused broadly around three areas; inputs, methods and outputs or results.

There was extensive work focused on improving or adjusting for the quality in input enrolment and completions data. This included extensive testing and adjustments for missing and invalid data, for and for fields whose classifications had changed over the period 1994 to 2002. Routines were developed to also check for such things as provider merges and changes, provider student number changes, date of birth transposition, and other known errors in certain fields in certain years. 

Even more effort was spent in developing, testing and improving the matching methodology. The final method represents a significant enhancement on earlier methods. Earlier methods traditionally relying on provider number and provider’s student number were extended to use 13 other fields for matching pair of records. Further enhancements to the methodology then tested the strength of matches between matched pairs of records.

The critical component of the matching methodology was the development of match weights and the decision table. The decision table allowed weights to be fairly accurately modelled, in the absence of exemplars, and in the absence of reliable estimates on field error rates and the interactive effects between non-independent fields, that would normally be used when developing a more theoretically based matching method. 

Further approaches taken in assessing and improving quality involved extensive peer review, year on year consistency tests, outliner testing, provider case studies and benchmarking against the few ad hoc studies previously available in this area. 

The initial feasibility testing provided a degree of confidence that the results obtained were robust enough at a sub-sector level and for the years 1998 on.

Future Work

This is the first time such a study has been undertaken in New Zealand. While the results provide valuable new information on tertiary education outcomes in New Zealand, the results are still estimates, and don’t cover the whole sector, or provide reliable data at provider level. The study is focused on qualifications and doesn’t include analysis at a course level, and is limited in scope of the fields analysed.

Most importantly, none of the rates used in the study have been adjusted. In particular, no adjustment has been made for part-time study and its effect on length of study and rates of completion. While most rates in the study have been disaggregated by qualification level, total rates have not been adjusted for qualification level. Neither have rates been adjusted for the different study characteristics or academic backgrounds of different groups. This requires the reader to be careful when making comparisons between groups, as particular differences between groups may impact on the fairness of such comparisons.

A number of areas have been identified for future reports. These include:

· The use of national student number (a unique national student identifier introduced in 2003) for future matching, and as a later check on the match results obtained in this study.

· Adjustment for part-time study using the students EFTS value.

· Adjustment and analysis of rates to allow for breaks in study.

· Investigation into retention, completion and progression in other parts of the tertiary education sector.

· Development of robust methods to construct New Zealand rates in such a way to allow fair comparisons with the definitions used in other countries.

· Inclusion of course-based rates and the interaction between course completion and qualification completion.

· Analysis of particular pathways within a students tertiary education experience.

2
Scope, Coverage and Sources
Scope and Coverage

The scope of the study included measurement of three concepts; retention, completion and progression in tertiary education in New Zealand. 

As such, it covered what percentage of students starting a qualification successfully complete it, what percentage leave study without completing it and how many progress to further study after completing a qualification.

The study does not cover the entire tertiary education sector. Specifically, the study relates to students aged 15 and over, who are enrolled with a tertiary education provider in a formal programme of study of greater than 0.03 EFTS.
 Only providers who were eligible for EFTS-based tuition subsidies, or which had courses approved for student loans and allowances have been included. This includes all public providers (TEIs) and around 75-80 percent of all students studying formal programmes in private providers. 

Data on private and other providers is only included from 2000 on. Private providers include Other Tertiary Education Providers (OTEPs) where these providers received EFTS-funding or had courses that were approved for student loans and allowances. A student is included if they are enrolled at any time during the year.

Parts of the tertiary education sector not covered in the study include:

· private providers who don't receive tuition subsidies, or offer courses approved for student loans or allowances, including those providing:  Youth Training and Training Opportunities programmes, Skill Enhancement programmes, Industry Training off-job training, on-job training, Modern Apprenticeships, Gateway students, Secondary-Tertiary Alignment Resource (STAR) students

· students whose total equivalent full-time formal study is less than a week

· adult and community education

· education at non-NZQA registered private education providers, and

· other non-formal education.

Non-provider awarded completions

In particular, this study does not capture those students who are enrolled at a provider for part, or all of their qualification, but where the qualification is awarded by a non-provider organisation, such as the New Zealand Qualifications Authority, or an Industry Training Organisation. 

Sources

The main data source of rates used in the study comes from a dataset derived from matching unit record tertiary enrolment records with completion records over the period 1994 to 2002. The Ministry of Education’s Single Data Return survey
 provided both source enrolment and completions data. 

As there is no unique student identifier available in historical data to match students across providers and years exactly, other fields collected in the SDR have been used to estimate whether a student is the same student in other years. As such, the data is useful for providing indicative measures of retention, completion and progression for reasonably sized subgroup aggregates. In addition to the nature of the methods used to match students, there are a number of variations in reporting practice between providers that make comparisons at a provider level unreliable.

Completions rates in 2002 are based on provisional 2002 data, and may differ slightly from 2002 completions data published elsewhere by the Ministry of Education.

International comparisons come from published material in the respective countries as referenced in the main report.

3
Concepts & Definitions
Concepts

The study analysed three important concepts, retention, completion and progression. The concept of attrition is also indirectly measured, as it is defined in the study as the complement of retention.

Retention is concerned with how long students persist in their studies. The opposite of this is attrition or dropout; how many students leave study without completing. The concept of progression is confined in the study to progression within tertiary education. It looks at what students do once they have completed a qualification.

As background to the study, a review of international and New Zealand practice was undertaken between November 2002 and January 2003.

This review found that while there was wide common understanding of concepts across countries, there was little consistency in definitions used. Some of this was due to restraints imposed by the tertiary data available in the country. In particular, where countries are not able to track students across more than one provider, or in the case of OECD comparisons, where the OECD have had to adapt ideal definitions to best fit data able to be supplied from participating countries. The measures adopted for retention and completion for this study were largely based on the US definitions. However, the definition of progression is new.

A full discussion on concepts and definitions, including the review of previous New Zealand and international practice can be found in the paper from the review.

Definitions

Adjustment

Adjustment in this context refers to methods used to statistically revise rates to provide fairer comparisons between subgroups. For example, while rates in most tables and graphs are disaggregated by level of qualification, no attempt has been made to adjust rates by level. Similarly rates are not adjusted for part-time study, breaks in study, field or length of qualification, educational background, or by any demographic variables. In this sense care is needed when making fair comparisons as other confounding factors will be involved. Work on this may be incorporated in future reports.

Age

Age is based on the reported age in the base year. Age relates to a student's age at 1 July in the base year.

Attrition Rate

The percentage of a cohort of students who have left study without completing a qualification. Attrition plus Retention equals 100%. Usually expressed in terms of years after a base year.

Base Year

All rates in the study are time-based. That is, they refer to retention, completion or progression so many years after a base year. For example, if 56% of students who started a qualification in 1998 have completed it by 2002, the base year is 1998, and the rate is a five-year rate.

Breaks in Study

Apart from the ‘Time in Study’ section in the retention chapter of the main report, rates in study have not been statistically adjusted for breaks from study. That is, all rates are based on actual elapsed years, rather than years in study (ie minus years off). 

This is important in interpreting rates, as retention and completion rates after a ‘normal’ period of study for a qualification (eg three years for most degrees) will under-represent true or final retention and completion rates for those students who have taken a break. In the study, rates are displayed in most cases at five years after starting study, (six years for doctorate students). However, a small proportion of such students may return to complete after this period.

This study looks principally at direct progression, that is, a student’s study status in the year following completion of a qualification. As such, it does not take account of those students who take a break after completing a qualification, before returning for further study. Because of this, the rates used in the study will be less than final progression rates.

Cohort

A defined group who are followed through time. The definition of the cohort is important in interpreting rates. For example, completion rates for the cohort of students starting any qualification in a year, will generally be higher than completion rates for those students starting their first qualification that year.

Completion Rate

The percentage of a cohort of students who have successfully completed a qualification. A student has successfully completed when all the academic requirements for the qualification have been met. It is not essential for the qualification to have been conferred. Usually expressed in terms of years after a base year.

In this study, the term completion is used to refer to successful completion of a qualification, rather than a course. Information on completion (both successful and unsuccessful) at course level in tertiary education in New Zealand became available from 2002 and has been reported elsewhere. 

Course completion rates will generally be much higher than qualification completion rates, as most qualifications will require the successful completion of a large number of courses to qualify the student. Lower completion rates in a qualification may not mean that learning is wasted, for example when courses passes are cross-credited to another qualification. The same, however, does not always hold for a course.

Completion rates in 2002 are based on provisional 2002 data, and may differ slightly from 2002 completions data published elsewhere by the Ministry of Education.

Course

A component of education.  A paper/module/unit standard may all be different types of courses.  A course or collection of courses forms a programme of study which, if completed successfully, results in the award of a qualification.

See completion rate above for important distinctions between course completion and qualification completion.

Domestic

Refers to students who are either New Zealand citizens or permanent residents.

EFTS (Equivalent full-time student)

The EFTS system is a method of counting tertiary student numbers.  The basis of the EFTS system is that a student taking a normal year’s full-time study equals 1.0 EFTS unit and the courses taken by part-time students are fractions of one EFTS unit.

EFTS-Based Tuition Subsidies

EFTS-based tuition subsidies are provided by the government as a contribution towards the cost of tertiary education and training. These subsidies are paid to approved tertiary education providers on behalf of domestic students enrolled in quality-assured courses leading to quality-assured qualifications. The amount of the tuition subsidy will be calculated according to the equivalent full-time student (EFTS) formula. 

Ethnicity

Ethnicity or ethnic group is based on the (prioritised) ethnicity of the student as reported in the base year. That is, for students starting in 1998, the 1998 reported ethnic group is used regardless of whether this changes in future years. For a description of how ethnic groups are prioritised into a single response, refer to the Statistics New Zealand website. Data on a total response basis is available from 2000.

Formal Student

For the purposes of statistical reporting, a formal student is one who is enrolled in a course or courses of study leading to a qualification approved by an authorised certifying body or to an approved award issued by an institution. Formal students are enrolled in courses of more than one week’s full-time duration (ie, an EFTS value greater than 0.03).

Full-time

For student loan and allowances eligibility purposes, full-time means any period in excess of 12 weeks (0.3 EFTS), i.e. full-time/part-year.  Another definition used for statistical purposes by the Ministry applies to any course over 32 weeks (0.8 EFTS), i.e. full-time/full-year.   This is the definition of full-time for the student loan full interest write-off. 

Apart from the ‘Time in Study’ section in the retention chapter of the main report, rates have not been statistically adjusted for whether students are full-time or part-time. In future reports it is planned to include analysis of rates based on EFTS, that is, the equivalent full-time period of study for each enrolment.

Gender

Gender is based on the reported gender in the base year. 

Graduation rate (OECD)

The number of graduates (of any age) divided by the population of the typical graduation age. The typical graduation age is determined by each country, and there will by one supplied for each ISCED level reported. 

International

Refers to students who are neither New Zealand citizens nor permanent residents.

ISCED Level

ISCED refers to the International Standard Classification for Education, developed by UNESCO. It is used by countries and international agencies as a means of compiling internationally comparable statistics on education and identifies the level of that educational provision. For tertiary education the applicable classifications are: 

ISCED 4; 
education at the tertiary level, first stage, of the type that leads to an award not equivalent to a first university degree.

ISCED 5;
education at the tertiary level, first stage, of the type that leads to a first university degree or equivalent; and 

ISCED 6;
education at the tertiary level, second stage, of the type that leads to a postgraduate university degree or equivalent.

OECD tertiary comparison tables include study at ISCED levels 5 and 6. Study at ISCED level 4 is included in post-secondary non-tertiary tables.

ISCED Type A

The OECD classifies qualifications into tertiary-type A education and tertiary-type B.  Tertiary-type A programmes (ISCED 5A and 6) are largely theory-based and are designed to provide sufficient qualifications for entry to advanced research programmes and professions with high skill requirements. They have a minimum cumulative theoretical duration (at tertiary level) of three years or more, full-time equivalent study. 

ISCED Type B

Tertiary-type B programmes (ISCED 5B) are typically shorter and focus on practical, technical or occupational skills for direct entry into the labour. They have minimum duration of two years full-time equivalent study at the tertiary level.  

Level

Refers to the level of a qualification being studied. In tables involving level, each student is counted once for each qualification level they are studying at. The levels used in the study are grouped as follows:

· doctorate

· masters/honours

· postgraduate certificate/diploma

· degree

· diploma

· certificate

Other Tertiary Education Providers (OTEPs)

Other tertiary education providers (OTEPs) are those organisations that deliver programmes of study of some national significance, and are recognised by the Minister of Education under section 321 of the Education Act 1989. Because the delivery of these programmes of study is in the national interest, these providers have a special relationship with the Crown.

Part-time 

An expression which can apply to either the qualification or the student.  A qualification offered part time has the same EFTS value but is studied over a longer period of time than its full-time equivalent.  A student may elect to study a full-time qualification on a part-time basis, by enrolling in fewer courses than the normal student full-time workload.  For the purposes of a student loan full interest write-off, part-time means any course that is not full time (i.e. less than 0.8 EFTS).


Apart from the ‘Time in Study’ section in the retention chapter of the main report, rates have not been statistically adjusted for whether students are full-time or part-time. In future reports it is planned to include analysis of rates based on EFTS, that is, the equivalent full-time period of study for each enrolment.

Pasifika peoples

A diverse range of peoples from the South Pacific region or people within this country who have strong family and cultural connections to Pacific Island countries.  Pasifika peoples are not homogenous and include those who have been born in New Zealand or overseas.  It is a collective term used to refer to men, women and children of Samoan, Cook Islands, Tongan, Niuean, Tokelauan, Fijian and other Pasifika or mixed heritages.  It includes a variety of combinations of ethnicities, recent migrants or third, fourth or fifth generation New Zealand-born.

Private Providers 

A collective label in the study given to the group of private training establishments (PTEs) and other tertiary education providers (OTEPs).

Private Training establishments (PTEs) 

A private training establishment (PTE) is defined in the Education Act 1989 as ‘an establishment, other than an institution, that provides post-school education or vocational training’. In the context of the study, the term is used for private training establishments registered with the New Zealand Qualifications Authority (NZQA). The category includes not only privately owned providers, but also those operated by iwi, trusts and the like. 

Because of limitations of available data, the study includes only those PTEs and OTEPs from 1999, and only those who have received tuition subsidies or who offered courses that were approved for student loans and allowances.

Progression Rate

The percentage of a cohort of students who continue study after successful completion of a qualification. Can be expressed in terms of return to study after any set number years after the completion year. For this study, all progression rates were expressed as progression in the year following completion.

Qualification

An official award given in recognition of the successful completion of a programme of study, which has been quality assured by a recognised quality assurance agency.  All recognised qualifications must be registered on the Qualifications register.

All rates in this study relate to qualification, rather than courses. Information on retention and completion (both successful and unsuccessful) at course level in tertiary education in New Zealand became available from 2002 and has been reported elsewhere. 

Course retention and completion rates will generally be much higher than qualification rates, as most qualifications will require the successful completion of a large number of courses to qualify the student. Lower completion rates in a qualification may not mean that learning is wasted, for example when courses passes are cross-credited to another qualification. The same, however, does not always hold for a course.

Retention Rate

The percentage of a cohort of students who are still enrolled or have successfully completed a qualification. Usually expressed in terms of years after a base year.

All rates in this study relate to qualification, rather than courses. Information on retention and completion (both successful and unsuccessful) at course level in tertiary education in New Zealand became available from 2002 and has been reported elsewhere. 

A student is counted as enrolled for that year, even if they drop out during the year. Hence retention rates for the first year of study will always appear as 100 percent.

Students who change qualifications

Students who start one qualification and change to another before completing it are counted in retention and completion rates, depending on the definition of the cohort used. For example, if the cohort of interest is all first-time students, then retention and completion rates include all students who changed qualifications. If the cohort is all first-time students starting a degree in 1999, then rates relate to those students who are retained in or completed a degree, but exclude those who started a degree but changed to another level. 

As such, retention and completion rates by qualification level will exclude students who change their level of qualification, and will be less than retention and completion rates not involving qualification level or total rates over all levels. Hence it is possible for retention and completion rates over all levels to be higher than retention or completion rates at each individual level.

Sub-Sector

The type of provider, one of: universities, polytechnics, colleges of education, wänanga, or private providers. The first four comprise the total group of public providers also known as Tertiary Education Institutions (TEIs). In tables involving sub-sector, each student is counted in each sub-sector they were enrolled in. Hence enrolments with more than one tertiary provider will result in overcounting of the total number of unique students.

Tertiary Education 

Tertiary education comprises all involvement in post-school learning activities and includes industry training and community education.

Tertiary education institutions (TEIs)

are Crown entities and thus required to follow standard public sector financial accountability processes. There are four kinds defined in the Education Act 1989: universities, polytechnics, colleges of education and wänanga. Each tertiary education institution is governed by its own council.

Tertiary education providers (TEPs)

are all the institutions and organisations that provide tertiary education. These include public tertiary education institutions (TEIs), private training establishments (PTEs), other providers (OTEPs) and government training establishments (GTEs).

Transfers

Refer to students who change institutions. All rates in the study include adjustments for transfers between institutions. When rates are calculated by sub-sector, they will include transfers between institutions in that sub-sector only. When rates are calculated by whether in public or private providers, they will include transfers only between public or private institutions respectively.

Tuition subsidies

Money that is appropriated by the government for Vote Education that is used to provide EFTS-based tuition subsidies for valid student enrolments offered by recognised providers.

4
Methodology
Overview

The study involved developing methods to match enrolment data with enrolment data in other providers, and with enrolment data in other years, and finally with completions data. Enrolment data holds one record for every student enrolled in a qualification at a provider. Completions data hold one record for every student that completes a qualification at a provider. 

In the first two stage stages of matching, each enrolment record was compared to every other enrolment record for the years 1994 to 2002. If the matching routine determined they were the same person, then they were given the same student number. 

The first stage involves two types of exact matching using up to 14 fields on the two records being compared. Each field comparison is given a score depending on whether they match or don’t, and on pre-determined weights for each field. If the total score of these 14 comparisons is greater than 1 then the two records are considered to match. This stage is known as ‘join the dots’.

In the second stage of matching, the results of each pairwise comparison are compared with other pairs. For example, where record a matches to record b, and record a matches to record c, but record b does not match to record c, a routine looking at the strength or weakness of the existing matched pairs determines whether to match b to c, or to unmatch a or b from c. This stage is known as ‘the weakest link’.

In the third stage of matching, enrolments were compared with all completion records, and where matched, the relevant student number assigned from stage one and two was allocated.

Methodology in Detail

Stage One: Join the Dots

This stage involved exact matching methods to compare two records.
 Different fields were compared across two records, and a routine was used to assess whether the strength of the match was enough to consider the two records to be the same student. As there is no unique identifier on student enrolment records prior to 2003, a range of available fields were compared, 14 in total. 

All matching records were assigned a common student number. Where record a matched record b, and record a also matched record c, all records a, b and c were given the same student number, regardless of how well a matched c. In this sense, this part of the matching was called join the dots.

Within this exact matching stage, there were two distinct sub-stages. 

The first of these involves comparing two records using:

· provider number 

· provider’s student identifier. 

The provider’s student identifier is unique to each provider, but not across providers. That is, the same person will have a different student identifier in each provider they are enrolled in. 

If the provider code and student identifier match there is a high likelihood that the two records represent the same person. In most cases the same student identifier is used by a provider for each year the student is enrolled. However, this is not true in all cases. 

To increase confidence that two records with the same provider number and student identifier are the same person, a further comparison between date of birth and short name is done. The specific section of code used to do this is:

if (b2='' & b5=c5 & ((b6=c6) or (b6='' or c6=''))) 


or (b2=c2 & b3=c3 & b4=c4) 



or (b2=c2 & (b3=c3 or b4=c4)) 


or (b2 ne c2 & b3=c3 & b4=c4) 


or (b2 ne c2 & b3=c4 & b4=c3)


then dobmatched=1;

if dobmatched or b1=c1 then output exactmatches;
where 

b2 and c2 are year of birth for each of the two records being compared

b3 and c3 are month of birth for each of the two records being compared

b4 and c4 are day of birth for each of the two records being compared

b1 and c1 are first four characters of the surname for each of the two records being compared

Around 63% of all matches were attained using this method.

For those that do not match using this method, including those students enrolled in more than one provider in a particular year, a second stage of matching is used. In this stage, 14 fields from each record were compared.

The 14 fields compared are: 

0. short name & initial (first four characters and initial of first name)

1. short name (first four characters of surname)

2. year of birth

3. month of birth

4. day of birth

5. gender

6. last secondary school attended

7. highest school qualification

8. last year of secondary school

9. ethnic group

10. provider code

11. country of citizenship

12. whether has a disability or not

13. first year in tertiary education

Each field of each record is compared with the corresponding field in every other record. If any field is missing a score of 0 is assigned, otherwise each field match is assigned a +1 or –1 value depending on whether they match or not. 

Each of these values is then weighted with a value between 0 and 1. There are two sets of weights for each field. One set for those fields that match, and one set for those that don’t match. The match weights were carefully designed to approximate the strength that each field contributes to the likelihood of the match representing the same person. The non-match weights were similarly designed to approximate the strength that non-matching fields contribute to the likelihood that two records are different students. 

For example, two records with the same short name are more likely to the same person than two records with the same gender. Hence the match weight value is higher for two records that have the same short name. If the provider code for two records match, this will contribute a little to the likelihood they are the same student, but if provider codes do not match, this will contribute virtually nothing to the likelihood they are different. Hence the non-match weight is significantly smaller than the match weight.

All the weighted values of the 14 compared fields, whether negative, positive or zero are then summed. If this sum is greater than a certain threshold value, the two records are considered to represent the same person. The two sets of weights for each of the 14 fields have been carefully calibrated so that the threshold value used is 1. 

In addition to the total matched score exceeding the threshold value, a further check is undertaken to reduce possible mismatches and increase confidence that the matching records are the same person. If the number of fields that matched is 11 or more (out of the possible 14 being compared), then the two records are considered to represent the same person, regardless of the score. If the number of fields matched was 6 or fewer then the two records are not considered to be the same person again regardless of score. Both these outliers were theoretically possible with the weights used, but had a probability close to 0. 

In reality, a maximum of 13 fields were ever checked. As the first two fields, short name and initial, and short name are not independent, if the first field matches then the second field (ie minus the first initial of the first name) is not checked. 

Other fields are also not independent. These include year of birth, last year of secondary school and first year of tertiary. A match in one of these fields will increase the likelihood of a match in the other field. Adjustment for dependant fields is discussed under the setting of the weights section below.

After each field is compared, if the remaining fields to be checked will not result in the score being above the threshold (even if they all match), then no more comparing is done. The fields are compared in order of highest weight first in order to minimise the amount of unnecessary comparisons.

Once all records have been compared, matching records are assigned the same student number for whichever provider and year they are enrolled in. As mentioned above, a join the dots logic used, where matching pairs were given the same student number, provided a single match existed between any one of them.

Stage Two: The Weakest Link

The second stage of matching checks for spurious links, using information from other linked pairs from stage one. This is shown in the diagram below.
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Records A-D have matched strongly, that is the have large scores from stage one matching. Records B and E have a weak match, ie close to 1. Records E to H have strong matches. Records A, C and D do not match with any of the records E to H (ie they have scores < 1). In stage one, all records have been assigned the same student number, by logical association, ie the dots have been joined. 

Because the two clusters of records A-D and E-H have non-matching pairs, and a single weakest matching pair (B and E) is considered a spurious match, (ie the weakest link) and so this link is broken.

Once all weak links are identified and broken in this way. Student numbers are reassigned to remaining (strong) matches.

This routine to identify and remove the weakest links worked as follows:

1. All enrolment records are sorted by the student number that was assigned after the first stage of matching. 

2. Only student numbers involving three or more enrolment records are looked at.

3. All records for a student number are re-matched.

4. If any of these matches results in a score less than 1, then the weakest linking matches are identified.

5. The weakest linking records are defined as those with a score between 1 and 1.1, and which have different provider numbers and provider student numbers.

6. The weakest links are removed leaving a data set of (strong) matches.

7. Student numbers are reassigned to the set of strong matching records.

This completes the matching of enrolments. For information on the level and quality of the matching see the next chapter.

Stage Three: Matching Completions

After enrolments have been matched, the enrolment records are compared with completion records. If they are considered the same then, the relevant student number from the enrolment record is assigned to the completion record.

Providers supply completions data in a separate file to enrolment records. Most, but not all completion records will have a corresponding enrolment record for the same year. The provider number, provider’s student number, and the qualification code are normally common to both files. The vast majority of completion records are expected to have a matching enrolment record. This makes the matching between enrolments are completions significantly easier than matching enrolments with enrolments. 

If there is no matching enrolment record found for a completion record in the same year, the completion record is compared to all previous years. About 10% of completion records have no matching enrolment record in the same year. Most of these have a record in previous years. A very small percentage of completion records can not be matched to any enrolment record from any year. 

Enrolment records are compared to completion records using the provider number and the provider’s student number. If these match, then a further check is undertaken using qualification code, gender and date of birth to decrease the chances of mismatches. 

The section of code used to verify records with matching provider number, and provider student id is:

if upcase(prog)=upcase(proge) then count+1;

if  (dob <='01jan1915'd or dob  >= '01jan1994'd or

 dobe<='01jan1915'd or dobe >= '01jan1994'd) and

(upcase(gender)=upcase(gendere)) then count+2;

else do;

if day(dob)=day(dobe) then count+1;


if month(dob)=month(dobe) then count+1;


if year(dob)=year(dobe) then count+1;


end;

if count ge 3 then sn=sne;
where:

· prog and proge = the qualification code for the completion and enrolment records

· gender and gendere = the respective gender values in each record

· dob and dobe are the respective dates of births.

This completes the matching of enrolments with completions, the final stage of the matching process. The level and quality of this matching stage is discussed in the next chapter.

Match Weights and the Decision Table

Weights have been used to reflect the strength that each field provides to the likelihood of a match representing the same person. Intuitively, two records with the same name are more likely to the same person, than two records with the same gender, hence the first will have a higher weight than gender.

The setting of these weights is the most critical element to the matching process.

In the absence of unique error free identifying information, it is impossible to know for certain whether any two records represent the same student. Even if every field on both records matches, there is a chance that they are legitimately different people. Conversely, even if every field on both records is different (eg due to errors or legitimate changes), they could still represent the same student. 

While possible, one might expect both of the above cases to happen very rarely. In most cases, some fields will match and some will not match, and whatever methods are used to determine whether this combination represents the same student or not, there will still be a probability that that they might not be the same student. That is, the match is a mismatch or a false positive. Conversely, if whatever statistical matching method used determines that two records are not the same student, there is still a chance that they in fact were, and a non-match or false negative has occurred.

Developing a purely statistical approach, we need to estimate three things: 

· the probability of a field having a certain value in a year

· the probability of that field being in error

· the interactive effect of that value on the values of other fields

The last issue recognises the fact that a number of fields are not independent. For example, there is a strong relationship between last year at secondary school and first year in tertiary study.

The initial approach following traditional matching methods, involved setting probability assumptions for these factors. The first two can be reasonably estimated, but the vast number of interactive effects over 14 fields proved difficult to set, and initial results were not robust.

Hence, this traditional approach was abandoned. A new approach was developed involving more heuristic and iterative methods that eventually resulted in more accurate weights to be determined, and all interactive effects to be accounted for. This involved the modelling of weights using a decision table. 

The decision table, match-weights and match non-weights are critical to the level and quality of the match results. How the table was developed and tested is discussed in the next chapter on quality.

5
Quality
Introduction

All data and rates used in this study are estimates. In the absence of a unique student identifier (until 2003) to match students exactly across providers and years, other fields collected in the SDR have been used to estimate whether two records represent the same student. 

In addition to the nature of the methods used to match students, there is a range of quality issues with the input data used, as well as a number of variations in reporting practice between providers. As such, the data is useful for providing indicative measures of retention, completion and progression for reasonably sized subgroup aggregates. In particular, rates are not considered robust enough at provider level, and are less accurate prior to 1998.

This chapter is concerned with the key question of how reliable the estimates are. Issues of quality and quality assessment were approached broadly from three main areas: inputs (issues relating to data), processes (the methodology used), and outputs (assessing of results).

Input Data

Invalid Values

The matching routine tested all matching fields for invalid data. The current electronic single data return has comprehensive validation checking and cases of invalid values are almost non-existent. In the data prior to 2000, various fields contained a number of invalid values. 

Where these occurred, the routine generally made the invalid value missing. When an invalid value is made missing, it does not contribute to the matching. The routine, therefore, was less likely to detect that two records were the same student when one or both of these records had a high level of invalid data.

The table below, show the combined percentage of records that had a missing value or were made missing because of invalid data.

Missing Data

There are three types of missing data:

· missing values, when a record is supplied, but the value of a particular field is missing.

· missing fields, when a field has been collected in one year, but not in another, and

· missing records, where the whole record is known not to have been collected.

Where the value for a field was missing, it was given a weight of 0 and so did not contribute to the weighted match score of the two records being compared. The routine, therefore, was less likely to detect that two records were the same student when one or both of these records had a high number of missing information. 

Not all fields were collected for all years. For example, information on disability was collected from 1998 on. Again, missing fields did not contribute to the matching, so the data for these years had a reduced chance of matching than for years where it was not collected.

However, for the key matching fields (and therefore the fields with the highest weights) the missing value rate is small. 

The following table shows how many records are missing or were made missing due to invalid values for each field in each year:

Percent of enrolment records with missing or invalid values by year

Field
1994
1995
1996
1997
1998
1999
2000
2001
2002

Short name & initial
100.0
100.0
100.0
100.0
100.0
100.0
5.4
4.4
0.0

Short name
99.4
99.4
99.4
2.0
0.1
5.5
5.4
4.4
0.0

Year of birth
9.5
2.0
10.8
9.1
0.0
12.8
0.2
0.0
0.0

Month of birth
9.5
2.0
10.8
9.1
0.0
12.8
0.2
0.0
0.0

Day of birth
9.5
2.0
10.8
9.1
0.0
12.8
0.2
0.0
0.0

Gender
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.0

Last secondary school
24.2
25.9
27.7
26.2
23.7
28.9
27.8
28.0
25.8

Highest school qualification
11.9
12.2
15.5
15.1
15.9
23.1
13.2
10.1
3.4

Last secondary school year
29.3
24.9
23.0
19.6
15.0
21.8
17.7
14.8
10.4

Ethnic group
4.4
4.6
5.4
5.6
5.4
5.8
6.3
8.0
9.6

Provider code
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.0

Country of citizenship
99.4
99.4
99.4
0.0
0.0
0.1
0.0
0.0
0.0

Disability indicator
100.0
100.0
100.0
100.0
7.6
7.9
8.8
7.5
6.1

First year in tertiary
16.6
16.8
4.0
1.3
0.8
0.0
11.7
4.4
0.3

In addition to missing values and missing fields, there were documented cases of missing enrolment records for some providers for the years 1994 to 1997. These cover four providers and a total of 4,000-5,000 (1.6%-1.7% of enrolments) in each of the years 1994 to 1997. A student weight field has previously been carefully developed to adjust counts of enrolments to match expected totals. However, in the matching routines this can not be adjusted for. This will therefore undercount retention for these providers for these years. At a sub-sector level is the overall impact is very small.

Classification Changes

The classifications, definitions and labels used to codify enrolments and completion data have been continually been evolving and refined as new categories emerge and obsolete categories get removed. These changes are well documented in the SDR manual, and codes used in previous years are not reused to represent something different in future years. 

Many of the changes involve how unknown or missing values are coded. In the matching routine all the various codes used to represent missing or unknown between 1994 and 2002 were converted all to a single value (blank). 

Aside from missing and invalid values, four other fields involved in the matching have had a classification changes between 1994 and 2002. These are listed below:

Field
Classification Changed




Short name & initial
no

Short name
no

Year of birth
no

Month of birth
no

Day of birth
no

Gender
no

Last secondary school
no

Highest school qualification
yes

Last secondary school year
no

Ethnic group
yes

Provider code
no

Country of citizenship
yes

Disability indicator
no

First year in tertiary
yes

Ethnic Group

The classification changed between 1995 and 1996. The change involved the breakdown of non-Päkehä and non-Mäori groups. Päkehä and Mäori codes remained the same. All other remaining codes for other groups were non-overlapping with the current classification and so were treated as invalid values and set to missing. For 1994 and 1995 there is therefore a slightly reduced chance of non-Mäori, non-Päkehä students matching. 

Highest School Qualification

Codes 05 and 06 (A & B bursary) were amalgamated in 2000. The matching routine adjusted for this by treating all 05 and 06 values as the same in all years.

Country of Citizenship

The country of citizenship for international students was introduced in 1997. Only values for New Zealand citizens and New Zealand permanent residents exist before this.

First Year in Tertiary

In 1993 this changed from ‘Y’ or ‘N’ to the actual year. In 1994 and 1995 data there are still a few incidences of these values. Where ‘Y’ was found the routine converts this the relevant year. Where ‘N’ was found it is converted to missing.

Provider number changes and merges

Where a provider has merged with another, their provider number will be different between years being matched. The matching routine treated both before and after provider codes as the same. This affected six providers over the period 1994 to 2002.

Provider’s Student Number

This is a (generally) a unique identification number that each provider assigns to a student. The same student at a different provider will have a different number.  In most cases this number remains the same for a student from year to year. However, new student numbers were introduced in some providers in some years. A small number of providers in earlier years also supplied randomised student numbers.

In the first stage of the matching routine, where a provider and student number matched, additional checks were done using date of birth, gender and last secondary school attended to verify that match. The cases where student number had changed were detected here and these records were then passed on to the second stage of the matching routine.

Matching Process

Match Weights and the Decision Table

The setting of weights probably has the single largest impact on the quality of the study.

The reasons for developing the decision table of match weights and non-match weights have been discussed in the previous chapter. A field can have a different weight for when they match and for they don’t match. The match weights were carefully designed to approximate the strength that each field contributes to the likelihood of the match representing the same person. The non-match weights were similarly designed to approximate the strength that non-matching fields contribute to the likelihood that two records are different students. 

In the absence of unique error free identifying information, it is impossible to know for certain whether any two records represent the same student. Even if every field on both records matches, there is a chance that they are legitimately different people . Conversely, even if every field on both records is different (eg due to both errors or legitimate changes), they could still represent the same student. 

While possible, one might expect both of the above cases to happen very rarely. In most cases, some fields will match and some will not match, and whatever methods are used to determine whether this combination represents the same student or not, there will still be a probability that they might not be the same student. That is, the match is a mismatch or a false positive. Conversely, if whatever statistical matching method is used determines that two records are not the same student, there is still a chance that they in fact were, and a non-match or false negative has occurred.

In the absence of reliable exemplars to test whether a certain combinations of matching fields meant the same student, it was difficult to assess the level of false positives and false negatives. Instead, more heuristic iterative methods involving human judgement were required.

This essentially gave rise to the decision table. This table consists of thousands of the most common combinations of matching fields, and a human decision as to whether each combination represented the same student or not. A model was developed which allowed weights to be refined for each field so that the resulting match score was consistent with the human decision. 

To set the initial weights, an small sample of enrolment records were compared. Initial weight bounds were set such that the matched score exceeded 1 where there could be little doubt that the two records were the same person. Similarly where it was reasonably certain that a particular combination of matches probably meant different students then the initial weights always resulted in a score below 1.

Not all combinations could be tested in this way. Each field being compared can have three match outcomes: a match, a not match, or not be compared (ie one of the fields is missing). As there are up to 13 fields being compared and three outcomes for each, there are up to 313 or around 1.6 million combinations of matching records. 

The purpose of initial weights was to eliminate the vast number of comparisons which are not matches. Once initial weights were set, a large sample of enrolment records were compared. With obvious matches and obvious non-matches excluded, around 6,000 of the most commonly occurring matching combinations of fields were then output to a spreadsheet.

Each combination was assessed subjectively by three experts who were asked to independently decide whether they felt that two records with this particular combination of matching and non-matching fields represented the same student or not.

Once these combinations had been assessed, they were compared. In 95 percent of cases there was three-way agreement. The exceptions were then discussed together and a collective decision taken on whether these records should be assigned the same student or not.

Once this was agreed, the initial weights and non-weights were adjusted and refined iteratively until all combinations would match or not match according to the decision table agreed in the prior assessment. 

A subsequent refinement was made to recognise two special cases where matching rare values should further increase the likelihood of the record being the same student.

These were if the disability indicator in both fields is ‘yes’ (about 5% of cases), or if the country of citizenship for international students was the same (around 9% of records are international students). In these cases the weight was increased by a factor of 4.

During testing, a reasonable number of records almost certainly thought to be the same student were found to have day and month of birth transposed. These were records with an extremely high number of matching fields including name, date of birth, sex, provider and student id and qualification code, and secondary school attended. To allow for transposition errors, whenever the matching routine encountered two records with the same year of birth and where the day and month of birth of one record equalled the month and day of birth in the other, these were treated as matched.

The final match weights and non-match weights used were:

Field
Match 
Weight
Non-Match Weight





Short name & initial
0.45
0.06

Short name
0.4
0.225

Year of birth
0.25
0.3

Month of birth
0.075
0.18

Day of birth
0.075
0.175

Gender
0.1
0.35

Last secondary school
0.4
0.3

Highest school qualification
0.125
0.185

Last secondary school year
0.15
0.2

Ethnic group
0.125
0.15

Provider code
0.15
0

Country of citizenship1
0.04
0.04

Disability indicator2
0.025
0.08

First year in tertiary
0.03
0.025

1
Where disability indicator is yes in both records the match weight is multiplied by 4. 

2
Where country of citizenship was the same overseas country on both records the match weight is multiplied by 4 (ie = 0.16).

Example 1: These records are considered the same student

Field
Record 1
Record 2
Match or non-Match
Match Weight

Short name & initial
missing
missing
0
0

Short name
SMIT
SMIT
1
0.4

Year of birth
1965
1965
1
0.25

Month of birth
10
10
1
0.075

Day of birth
06
06
1
0.075

Gender
M
M
1
0.1

Last secondary school
3221
3221
1
0.4

Highest school qualification
04
05
-1
-0.185

Last secondary school year
1983
1983
1
0.15

Ethnic group
missing
31
0
0

Provider code
6001
6022
-1
-0

Country of citizenship
NZL
NZP
-1
-0.04

Disability indicator
missing
1
0
0

First year in tertiary
1984
1985
-1
-0.025

Total Weighted Match Score



1.2

Example 2: These records are considered different students

Field
Record 1
Record 2
Match or non-Match
Match Weight

Short name & initial
missing
missing
0
0

Short name
SMIT
missing
0
0

Year of birth
1978
1978
1
0.25

Month of birth
04
04
1
0.075

Day of birth
22
18
-1
-0.175

Gender
F
F
1
0.1

Last secondary school
2106
1892
-1
-0.3

Highest school qualification
05
05
1
0.125

Last secondary school year
1996
1996
1
0.15

Ethnic group
01
01
1
0.125

Provider code
7004
7004
1
0.15

Country of citizenship
NZL
missing
0
0

Disability indicator
missing
1
0
0

First year in tertiary
missing
1997
0
0

Total Weighted Match Score
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Refinements to Matching Methodology

The initial methodology used a starting base traditional methods using provider code and provider’s student number. Significant effort was spent in developing, testing and improving the matching methodology, and as a result, the final method represents a significant enhancement on earlier methods. 

Earlier methods traditionally relying on provider number and provider’s student number were extended to use 13 other fields for matching pair of records. The original exact matching method as described above using the decision table was refined during its development to add a second stage. The second stage has been described under ‘the weakest link’. This effectively acted as an additional quality assurance procedure to check for spurious matches from the first stage.

Peer Review of Code

The matching programmes were submitted to a external leading SAS expert for syntax and logic checking as well as seek improvements to efficiency and time to run. As a result, significant changes were made to the code, improving both quality of matching and the time required to match. 

Assessing the Results

How Many Enrolment Records Matched

No exact benchmarks or exemplars exist as a guide for how many matches should be expected. Previous New Zealand exercises had produced estimates between 50% and 55% for the number of public provider students enrolled in one year who are also enrolled in a subsequent year.
 No reliable estimates existed for students enrolled over more than one year.

The percent of enrolment records matched with each of the two stages of the matching process were as follows:

Stage One: Join the Dots

Year
Enrolments
2002
2001
2000
1999
1998
1997
1996
1995
1994

2002
441,738
0%
42%
19%
9%
6%
4%
3%
2%
1%

2001
393,209

0%
39%
17%
10%
6%
4%
3%
2%

2000
346,455


0%
37%
20%
12%
7%
4%
3%

1999
304,070



0%
47%
27%
16%
9%
6%

1998
280,877




0%
51%
28%
15%
8%

1997
282,975





0%
49%
24%
13%

1996
283,454






0%
44%
22%

1995
279,370







0%
46%

1994
285,052








0%

Stage Two: The Weakest Link

Year
Enrolments
2002
2001
2000
1999
1998
1997
1996
1995
1994

2002
441,738
6%
10%
12%
12%
9%
7%
5%
5%
4%

2001
393,209

5%
11%
14%
11%
9%
6%
7%
5%

2000
346,455


4%
15%
13%
11%
8%
8%
6%

1999
304,070



4%
7%
8%
7%
8%
6%

1998
280,877




4%
7%
7%
10%
8%

1997
282,975





4%
5%
10%
9%

1996
283,454






7%
11%
10%

1995
279,370







9%
7%

1994
285,052








6%

Combined Match Rate

Year
Enrolments
2002
2001
2000
1999
1998
1997
1996
1995
1994

2002
441,738
6%
51%
30%
21%
15%
11%
8%
7%
6%

2001
393,209

5%
51%
31%
22%
15%
11%
9%
7%

2000
346,455


4%
52%
33%
23%
15%
12%
9%

1999
304,070



4%
54%
36%
23%
17%
12%

1998
280,877




4%
57%
35%
25%
16%

1997
282,975





4%
55%
34%
22%

1996
283,454






7%
55%
33%

1995
279,370







9%
53%

1994
285,052








6%

The tables show reasonable consistency from year tot year. There is a fall off in match rates from 1999 to 2002. This reflects the fact that PTE data is included only 1999 onwards.

How Many Completions Records Matched

Unlike enrolments, there should in theory be one enrolment record for each completion record. In most cases each completion record should have a corresponding enrolment record at the same provider. The method of matching has been described above. Where a completion record had no matching enrolment record for that year, previous years’ enrolments were searched. If a completion record had no corresponding enrolment record in any year, it was deleted. The number of records deleted was very small. The percent of completion records matched with enrolments were as follows:

Stage Three: Matching Completions

Year
Completions
Number not Matched to an Enrolment Record
Percent Not Matched to an Enrolment Record

2002
103,947
2,973
2.9%

2001
89,489
621
0.7%

2000
77,747
558
0.7%

1999
62,711
524
0.8%

1998
59,465
346
0.6%

1997
56,000
145
0.3%

1996
49,589
584
1.2%

1995
47,511
1,115
2.3%

1994
45,467
1,370
3.0%

How Accurate is the Matching

While inconsistent results would decrease confidence in the quality of the matching, consistent results still leave open the question of how reliable these figures are.

There are two types of matching error, records that match which shouldn’t have – ie they aren’t the same student, and records that don’t match that should. In the absence of independent information it is mathematically impossible to measure both types of these errors. There is little information to even reliably estimate these errors rates. The introduction of national student number from 2003 will provide a robust method for checking the matching.

The focus instead has been on eliminating known errors in input data and through refinements to the matching process as described in the two sections above. Additional assessment was conducted beyond as follows.

Rates for two providers were assessed by staff with previous in depth knowledge of their data. Enrolments and completions were compared and rates assessed. No obvious problems were detected. 

A number of issues were raised during the study, which potentially impact on the quality;

· Do we know that all completion records are supplied by providers? As completions are not tied to funding (as for enrolments) there is potentially less incentive for some providers to ensure completion files are complete. For the two providers case studies, they did appear to be complete.

· Qualifications that are not awarded by the provider where the student was enrolled may result in underestimated completion rates. This was not able to be adequately assessed.

· Detailed checks were also undertaken at the institution level for each year 1994 to 2002. These were done during the initial development as well as after the final matching. The initial matching at provider level provided valuable refinements to be made to the methodology when unusual rates reflected particular data issues for a provider. For example, when student id number changed. 

· There were documented cases of missing enrolment records for some providers in the year 1994 to 1997. Trends in rates at more detailed disaggregations showed less stability in results between 1994 and 1997. 

The initial feasibility testing provided a degree of confidence that the results obtained were robust enough at a sub-sector level and for the years 1998 on.

Peer Review of Analysis

The final publication was extensively peer reviewed from both a conceptual and methodological angle, as well as from a policy or content viewpoint. As a result, the final scope and content and analysis was significantly enhanced.
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� Single Data Return (SDR) is the name of the electronic survey of information collected from tertiary education providers. For more on the information collected see www.minedu.govt.nz, and search ‘Single Data Return Manual’. 


� See Measuring Retention, Completion & Progression in Tertiary Education, A Discussion Paper, (Ministry of Education (2004).


� 1 EFTS = 1 equivalent full-time student for a year. The study excludes students studying less than or equal to 0.03 EFTS, which is equivalent to one week of full-time study.


� Single Data Return (SDR) is the name of the electronic survey of information collected from tertiary education providers. For more on the information collected see www.minedu.govt.nz, and search ‘Single Data Return Manual’. 


� See Measuring Retention, Completion & Progression in Tertiary Education, A Discussion Paper, (Ministry of Education (2004).


� Ibid.


� Exact matching is a term often used to refer to the process of comparing unit-record data, regardless of how many fields are compared, and whether the fields compared are identical or only similar. By contrast the term statistical matching is often used to refer to methods that match aggregated data. For more information see eg or F.C.S.M, (1980) , Gill (2001),  Fellegi & Sunter (1969), Winkler (1995).


� See Measuring Retention, Completion & Progression in Tertiary Education, A Discussion Paper, (Ministry of Education (2004).
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