Mathematics and Science Achievement in New Zealand:
Tracking the Changes of Year 5 Students in TIMSS 1994–2002
141

Technical Notes

These technical notes provide an outline of some of the key technical methodology used by the international researchers and detailed in the TIMSS 2003 Technical Report (Martin, Mullis, & Chrostowski (Eds.), 2004). In addition, the technical approaches used by this report’s authors (e.g., comparison of means) are detailed here. These approaches are consistent with the methodology used by the international researchers.

TN 1 Weighting 
The sampling design required schools to be sampled with a probability proportional to size (PPS), and for classrooms to be sampled with equal probabilities. In addition, many countries, including New Zealand, used stratification to improve the precision of their sampling. Weighting was applied to all countries’ data to ensure proper survey estimates and to adjust for the fact that the sampling design resulted in differential probabilities of selection for each student within the population.

The weighting took into account school, class, and student-level sampling issues so that the overall sampling weight was a product of the school, class, and student weights. The school weight took into account stratification of the school, the size of the school if PPS sampling was used, and participation rates of sampled schools. The class weight took into account the number of classes in the selected school and the number of classes that participated in the study. The student weight took into account the number of students within the sampled class that participated, ignoring any excluded students. For further details see Joncas (2004).
TN 2 Scaling

As outlined in the introduction, TIMSS makes use of a multiple-matrix sampling design whereby students answer subsets of items from a larger pool of test items. Psychometric scaling techniques based on Item Response Theory (IRT) enable population estimates to be generated even though students do not respond to all of the same achievement items. The IRT scaling applied in TIMSS-02/03 uses the plausible value methodology to produce estimates of student proficiency in mathematics and science.

Essentially, the following steps were taken to generate the overall mathematics and science scores as well as the scale scores for the subtopics for each subject:
1. Differential Item Functioning Analysis. This procedure determines how comparable the test items are across countries. It reveals whether any of the items perform sufficiently differently 
across the various participating countries to warrant elimination.
2. Calibrating the achievement test items (estimating model parameters for each item). Each assessment item is examined against a model which expresses the probability that respondents with different abilities will achieve a certain score on the item. Three IRT models are used, corresponding to the three types of test items.
For multiple-choice items a three-parameter logistic model was used, which characterises the item in terms of difficulty, discrimination, and the possibility of guessing. For dichotomous open-response items a two-parameter logistic was used (the possibility of guessing is discounted). For polytomous items (extended response items with 0, 1, 2 and 3 as possible scores), a generalised partial credit model was used, which factors in the different scores available to respondents.

The calibration was done using a random sample of 1,000 students from each country’s TIMSS sample from each assessment year. All items in the TIMSS-02/03 assessment were included in the item calibrations. Item calibrations were also conducted using samples from the 29 countries that took part in the Grade 8 component of TIMSS-98/99, and for the 15 countries that took part in the Grade 4 component of TIMSS-94/95.

3.
Conditioning and generating plausible values. The multiple-matrix design used in TIMSS means that relatively few responses from each sampled respondent are needed in order to get efficient population estimates when information is aggregated across the population. One problem with this is the inability to make precise statements about individual respondents. Furthermore, the uncertainty associated with the observation of individual proficiency may in turn bias population estimates.

a.
The plausible value methodology was developed as a way of reducing this bias. Plausible values (or imputed values) are drawn from a conditional distribution which uses principal components (or conditioning variables) from the background questionnaire data, responses to test items, and the item parameters estimated at the calibration stage. (Note: To identify the background variables to be used in the conditioning phase, it is customary to conduct a principal component analysis. Variables were selected to account for 90% of the variance in the background variables.)

b.
The student proficiency values represented by the plausible values are drawn independently, with the process being repeated five times, producing five imputations for each sampled respondent, and for each achievement scale under scrutiny (i.e., mathematics, science, data, life science etc).

4.
Transforming the scaled scores onto a reporting scale. For reporting purposes the scaled scores are transformed onto a more accessible reporting scale with a mean of 500 and standard deviation of 100.

The information in this note has largely been adapted from Gonzalez, Galia, and Li (2004).

TN 3 Summary statistics and standard errors
TN 3.1 Calculating summary statistics

As described in TN 1, the IRT scaling procedure generates five imputed scores or plausible values for each student. The differences between the five values, which tend to be very small, reflect the degree of uncertainty in the imputation process. To obtain the best estimate of a statistic the computation is carried out on each of the five plausible values, and in turn, the results are then averaged. The national means for each country, for example, were calculated as the mean of the weighted mean for each of the plausible values. The international means were calculated by first computing the national mean for each plausible value for each country and then calculating the mean across the countries. The five estimates resulting from this were then averaged to derive the international means presented in this report and in the international TIMSS publications (Gonzalez, Galia, Arora, Erberber, & Diaconcu, 2004).

TN 3.2 Standard errors
Standard errors are a measure of variability due to sampling when estimating a statistic. That is, standard errors provide a measure for determining the discrepancy between, for example, a sample mean and the true population mean; 95 percent of sample means will lie within approximately plus or minus two (or more accurately 1.96) standard errors of the population mean. The standard error is used for determining confidence intervals. For example, in 2002 the Year 5 mean for mathematics was 493 and the standard error of this statistic was 2.2. Therefore, we can say with 95 percent confidence that the true mean was between 488 and 498 (i.e., 493 ± 4.3).

Because of the complexity of the design of TIMSS (a complex survey design for the school sampling and a multiple-matrix design for test booklet allocation), the calculation of standard errors is not as straightforward as it is for a study which uses simple random sampling and one assessment tool. The standard errors included in this report (annotated s.e. and in parentheses in tables) incorporate both the sampling variance – the uncertainty due to generalising from the sample to the population; and the imputation variance – the uncertainty due to inferring each student’s proficiency from their performance on a subset of the items.

The jackknife repeated replication technique (JRR) is used to estimate the sampling variance. This technique constructs a number of pseudo-replicates of the sample and compares each of the pseudo-replicated samples with that of the original sample. As noted in TN 2, each student’s proficiency is estimated by calculating five plausible values. The variability among these plausible values is used as a measure of the imputation variance. For further details see Gonzalez, Galia, Arora, et al. (2004). Custom-written programs were used to compute the standard error, incorporating each of the variance components for each statistic. These programs can be accessed from the TIMSS 2003 International Database (Martin, 2005).

TN 4 Significance tests
TN 4.1 Comparisons of means
For comparisons of means between groups that have not been sampled independently of each other, for example, comparing the means for boys and girls, the formula for the test statistics computed in this report were:
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 is the mean for group i and sediff is computed by combining the JRR and imputation variances. It involves computing the average difference between the two correlated samples (e.g., girls and boys) once for each of 75 replicate samples (i.e., error due to sampling) and five more times for each of the plausible values (imputation error). The program JACKREGP.SAS supplied with the TIMSS database was used for computing this standard error of the difference between means (Martin, 2005). The resulting t value is compared to the critical value of 1.96, this being the critical value for a two-tailed test at the alpha 0.05 level of significance (95% confidence). In some instances, when more than one comparison is being made, the critical value is adjusted according to the number of (multiple) comparisons. (See TN 4.2.)
If the means for the two groups that were sampled independently are being compared, for example, comparing the means across two assessments, then the standard error of the difference is calculated as the square root of the sum of the squared standard errors of each mean:
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where 
[image: image2.wmf]2

i

se

 is the standard error for the group i. This formula for calculating the standard error of the difference can be used to compare the means for samples that were not independently sampled (e.g., comparing girls and boys) (see Gonzalez, 1997). However, previous cycles of TIMSS (e.g., TIMSS-94/95) have found that t in some circumstances has been slightly under-estimated which resulted in an increased likelihood of accepting the null hypothesis of there being no difference between the means (i.e., Type II error).

Another approach for examining differences between non-correlated groups, particularly across assessment cycles, is to calculate the standard error of the differences between each set of plausible values (rather than the standard errors of the means of the plausible values shown in equation 2).
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where 
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 and pvi represents plausible value i for each of the five plausible values for each of two non-correlated groups.

Generally, this method gives similar values for the standard error calculated in equation 2 and therefore does not change any conclusions drawn about statistical significance. This approach has not been used in the reporting of any national results.

TN 4.2 Multiple comparisons of means
When making a comparison between two means the value of t must be at least equal to the critical value 1.96 for ( 
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 0.05 (two-tailed). However, in cases where there are more than two means being compared (e.g., comparisons among the four ethnic groups) there are more sources of measurement error to be considered. The Dunn-Bonferroni procedure has been used in these instances. Essentially, this procedure raises the critical value that t must reach before the (multiple) comparisons can be considered statistically significantly different at the 5 percent level.

Although the Dunn-Bonferroni procedure guards against misinterpreting the outcome of making multiple, simultaneous significance tests, the results can vary depending on the number of groups included in the adjustment. As a rule, the Dunn-Bonferroni procedure has been applied when testing multiple groups within a given assessment cycle (e.g., comparisons among the ethnic groupings in 2002). However, when comparing across cycles and for groups (e.g., Mäori achievement from 1994 to 2002) no adjustments have been made. Nor has this adjustment been made when considering gender comparisons within a group in a given assessment (e.g., comparing Pasifika boys’ and girls’ mean achievement in 2002).

Note that in contrast to the practice adhered to in previous cycles internationally, the significance tests reported in TIMSS-02/03 have NOT been adjusted for multiple comparisons among countries. Results vary depending on the number of groups or countries included in the adjustments, leading to apparently conflicting results from comparisons using different numbers of countries (Gonzalez, Galia, Arora, et al., 2004).
TN 5 Effect sizes
As well as determining whether differences in mean achievement are statistically significant it is useful to give an impression of the magnitude of the difference. One way of doing this is through the use of effect sizes. There are various ways of calculating and using effect sizes (see Rosenthal, 1994). In keeping with the reporting of effect sizes in previous TIMSS national reports the following approach was used.

Firstly the within pooled standard deviation (sw) of the two groups being compared is calculated for each of the five imputed scale scores using:
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(4)
where Wi is the sample weight of group i and si is the standard deviation of the scale score of group i.
Then the effect size between the two groups, Cohen’s d, is calculated for each of the five imputed scale scores using:
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where 
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 is the mean imputed scale score of group i. Each effect size stated in this report is the mean of the five effect sizes using the five imputed scale scores.

TN 5.1 Interpreting the effect size

When interpreting an effect size between two groups, an effect size of 1.0 indicates a relative advantage of one standard deviation on the utilised measure. That is, an effect size of +1.0 indicates that the average score for the comparison group is one standard deviation below the reference group; if it is –1.0 then the reference group average score is one standard deviation below the comparison group.
TN 6 Treatment of missing data
For tables in this report, particularly those containing context data, unless a non-response option is reported in the table, data are adjusted so that students with missing values are excluded. In general, around 1 to 5 percent of students had missing values for each question.

TN 6.1 Minimum group size for reporting achievement data
According to Ramirez and Arora (2004), TIMSS do not report mean achievement scores for groups which represent less than 2 percent of the population. However, for this report, the TIMSS approach has been used in conjunction with the number of observations or cell count. For example, if the proportion at a level on an index was estimated to be less than 2 percent, as long as there were more than 50 students in the cell to estimate the proportion, achievement results are reported. In some instances this rule has been ignored (e.g., reporting some percentiles for Asian and Pasifika). However, the caveats around their interpretation have been noted in the text. The statistics have been calculated using a relatively small sample and the level of uncertainty around each estimate is reflected in the size of the standard error.
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